@ LOGSENSEAI

AI-POWERED LOG ANALYTICS & OBSERVABILITY

Turn raw logs into real-time insight — and
let Al agents actonit.

A complete on-premise platform for collecting, searching, understanding and acting on
operational data — with a built-in Al copilot and agent connectivity, and without surrendering
control of your logs.

10M+ <1s 100% 24/7
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Modern applications. Legacy systems. Al agents. One operational view.

Pre-built Docker delivery - Online or air-gapped licensing - Your data stays under your control
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THE OPERATIONAL CHALLENGE

When systems fail, the answer is buried in fragmented
telemetry.

Modern estates combine Kubernetes, containers, APIs and Al workloads with Java and .NET applications,
databases, file-based systems and long-lived infrastructure. LogsenseAl brings these signals into one
searchable workspace built for operators.

Scattered evidence Unpredictable SaaS cost Data sovereignty risk

Logs are split across hosts, tools Per-gigabyte pricing grows with Sending operational data off-site
and teams, extending investigation data volume while retention introduces privacy, policy and
time. becomes a trade-off. compliance concerns.

Alert fatigue Modern + legacy silos Slow detection

Raw thresholds create noise Cloud-native and traditional Teams learn about incidents from
without context, correlation or systems often need separate users instead of their monitoring
useful explanations. monitoring tools. platform.

THE LOGSENSEAI APPROACH

Collect. Understand. Detect. Act.

01 COLLECT 02 UNDERSTAND 03 DETECT 04 ACT

Files, syslog, NDJSON, Auto-parse, enrich, index Built-in ML identifies rare Ask the copilot, alert, and
containers, Kubernetes and and correlate every event. patterns and changing open tickets or page on-
cloud sources. behaviour. call automatically.

New in this release

Al Copilot for guided investigations - Built-in MCP server for Claude, Cursor and custom agents - External
tool connections to Slack, Jira, Linear, PagerDuty and GitHub - Full audit trail of every agent action.
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CORE PLATFORM

A complete observability cockpit — installed on your

infrastructure.

High-throughputingestion

File tailing with rotation detection, RFC 3164/5424
syslog, bulk NDJSON, Docker, Kubernetes and HTTP
collectors.

Flexible Al providers

Configure OpenAl, Anthropic, Gemini, OpenRouter,
Ollama or compatible endpoints at runtime —no
hardcoded keys.

Pluggable monitoring sources
Prometheus, InfluxDB, Elasticsearch, Loki, PostgreSQL,
MySQL, AWS CloudWatch and Azure Monitor.

Semantic incident discovery

Local quantized embeddings support meaning-based
search and surface similar historical incidents in air-
gapped sites.

LLM & GPU observability

Monitor Ollama, vLLM and DCGM metrics: models,
queues, tokens, latency, GPU memory, utilisation,
temperature and power.

Security & governance

JWT role-based access, admin-only account creation,
ingest tokens, audit visibility and encrypted LSK1
licensing.
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Always-on offline ML
Isolation Forest, template mining, rare-pattern detection
and error-spike analysis run without a GPU or API key.

Alerting with context
Pattern and threshold rules, application scope, severity
scoring, deduplication, routing and audit history.

Fast search &live tail
Full-text Log Explorer, structured filters, service mapping
and a terminal-style streaming view.

Optional local LLM edition

A pre-loaded small language model can ship inside the
customer bundle for private summaries with no cloud
dependency.

Log file upload & instant dashboards
Drop in an existing log file in any common format and get
a parsed dashboard without wiring up a collector.

Orchestration ready
One-shot schema migration, liveness and readiness

probes, and graceful shutdown for Docker Compose or
Kubernetes.
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AGENTIC AI

An Al copilot that investigates — and agents that can

act.

Ask questions in plain language and get an answer backed by evidence. The copilot runs a transparent tool loop

over your own data, and every step it takes is shown so an engineer can verify the reasoning.

In-app investigation copilot

“Why did checkout error at 14:00?" — the copilot
searches logs, checks statistics, compares templates,
pulls alerts and similar past incidents, then answers with
the full tool trace.

Built-in MCP server

Claude Desktop, Cursor, ChatGPT and custom agents
connect directly to your deployment over the Model
Context Protocol and use the same tools, with the same
roles and licence checks.

Two-switch action safety

Anything that writes to an external system needs both
the connection's “allow actions” setting and a per-
conversation toggle — read-only by default.

READ-ONLY BY DEFAULT ROLE-AWARE

4\~ LogSense

Anomaly Detection

Detected Incidents

'R Checkout

Anomaly detected — 3.80

@ Auth HIGH
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B Database

Al Summary

« Al easier anomaly detection
checkout incidents

« Anomaly detection service
moniton poctients.

Al Insights
Explainable anomalies, summaries, affected services and
similar incidents.
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LICENCE-GATED

Works with any Al provider

The copilot uses whichever provider you configured —
cloud vendor, your own endpoint, or the bundled local
model for fully offline sites.

External tool connections

Connect out to Slack, Jira, Linear, PagerDuty, GitHub or
any MCP endpoint so the copilot can open aticket, page
on-call or post an update from inside the investigation.

Complete audit trail

Every external tool call is recorded with the user, the
tool, its arguments and the outcome. Air-gapped sites
simply leave this unconfigured — nothing calls out.

Alerts €
Active  Resolved  Snoozed
o High error rate on checkout 2min ago Service
checkout-api Seventy
Triggered
- Latency spike on api-gateway 2 min ago
Warnin, o
Memory saturation on auth-service 5 min ago
Warnin:
ERRN ih-service oYY |
Unusual traffic spike on frontend 15 min ago
frontend-api
... Database connection pool exhausted 15 min ago
=) database-api SN
‘

Create rules, triage active alerts and cut duplicate noise from
one workspace.
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OPERATOR EXPERIENCE

Built for fast investigation and clear decisions.
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Log Explorer
Filter by application, severity, field and time; inspect raw
events beside parsed context.

DEPLOYMENT, PRIVACY & LICENSING
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Track ingestion, errors, latency, applications, infrastructure,
users and Al workloads.

Your infrastructure. Your data. Your operating model.

LogsenseAl is delivered as pre-built Docker images for installation at each customer site. The customer operates
the application and data services; LogsenseAl centrally manages licence issuance without ever receiving

customer telemetry.

Self-contained deployment
Frontend, API, worker, PostgreSQL,
Redis and Elasticsearch are
orchestrated together with health
checks and graceful shutdown.

Online validation

The supplied LSK1 key is verified locally and against the
provider's licence service. No log data is sent during
validation.
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Data stays local
Logs, metrics, configuration and

user data remain in the customer-
controlled environment.

Built for disconnected sites
Offline ML, local embeddings,
optional local LLM and
cryptographic licence validation
support air-gapped environments.

Air-gapped validation

The AES-GCM envelope and RS256 signature are
verified locally; validity and expiry are enforced without
internet access.
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SIMPLE ANNUAL PRICING

Pay per server — never per gigabyte.

Infrastructure, storage, compute and data volume remain the customer's responsibility. Choose the support level
required for each licensed server.

BASIC PROFESSIONAL PREMIUM
99 199 399
ir licence [ year ir licence / year ir licence / year
e Full on-premise product licence e Everything in Basic e Everything in Professional
e Updates and standard releases e 8 support hours / month /licence e 16 support hours / month / licence
e« Documentation and knowledge ¢ |Installation and configuration help e Priority remote troubleshooting
base e Next-business-day email e Same-business-day response
o Best-effort email support response target

Volume discounts: 10+ licences -10% - 25+ licences -15% | Prepaid terms: 2 years -5% - 3 years -10%

SUPPORT POLICY

o Allowance is per licence and pooled across licences e Additional support may be purchased separately

on the same order e Custom development, integrations and migration are
e Unused monthly support hours do not roll over separately quoted
e Confirmed product defects do not consume support e No hardware, hosting or data-volume fees are

hours included

Prices in USD, excluding taxes. Final terms are confirmed in the written quote and applicable Terms & Conditions. Al/ML output is informational
and should be independently reviewed. Product capabilities and pricing may change.
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